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In this essay I use Bayes’ formula to explore the relationship between tests of disease and the likely 

presence of disease, both from the point of view of screening and from diagnostic testing. The title 

of this talk is somewhat of a misnomer, as the decision to undergo a screening test or perform a 

diagnostic test is complex, involving medical issues that are beyond the scope of just the diagnostic 

accuracy of the test. However, readers may find it useful to explore the interplay between a disease 

and test, as the results are frequently counterintuitive. At a presentation on a similar topic, a senior 

colleague interrupted mid-sentence and stated, “No, I don’t believe this. What you are saying is not 

true.” I hope that what follows is true. While I may have muddled the odd detail, the core ideas are 

true. 

In telling the story I have drawn heavily on a most insightful short book written by James Stone, a 

computational neuroscientist at the University of Sheffield, England, entitled Bayes’ rule: A tutorial 

introduction to Bayesian Analysis.1 

A man wakes up with spots 

An elderly perfusionist wakes up one morning and is alarmed to discover he has dozens of red spots 

on his face. He immediately goes to Google and performs an online search for, ‘spots on my face’. 

He receives over 400 million hits in under a second. He scrolls down the list and is shocked to read 

about a highly lethal condition called smallpox that is associated with facial spottiness. In fact, he 

discovers that over 99.9% of people with smallpox have spots on their face. Deeply concerned, he 

books an urgent appointment with his GP. His GP takes a full history and examines him very 

carefully. After scribbling some calculations on the back of a prescription pad, she looks up and says, 

“Relax, you don’t have smallpox.” She prescribes a short course of diazepam, which she assures him 

will clear up the facial spottiness in no time. 

Some terminology 

In the following sections, several confusing terms are used (sensitivity, specificity, positive predictive 

value, negative predictive value). In addition, in the second essay on statistical testing the term false 
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discovery rate is introduced. To assist readers, the meaning of these terms are summarised in Table 

1. 

Table 1: The language of disease testing 

Outcome from a test 
True positive (TP) result: a hit 
False negative (FN) result: a miss (type II error in statistics) 
True negative (TN) result: correct rejection 
False positive (FP) result: false alarm (type I error in statistics) 

Sensitivity (true positive rate; TPR) 

𝑇𝑃𝑅 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

𝑇𝑃𝑅 = 1 − 𝐹𝑁𝑅 
𝑃(𝑇+|𝐷+) 

False negative rate (FNR) 
𝐹𝑁𝑅 = 1 − 𝑇𝑃𝑅 

Specificity (true negative rate; TNR) 

𝑇𝑁𝑅 =  
𝑇𝑁

𝑇𝑁 + 𝐹𝑃
 

𝑇𝑁𝑅 = 1 − 𝐹𝑃𝑅 
𝑃(𝑇−|𝐷−) 

False positive rate (FPR) 
𝐹𝑃𝑅 = 1 − 𝑇𝑁𝑅 

𝑃(𝑇+|𝐷−) 
Positive predictive value (precision; PPV) 

𝑃𝑃𝑉 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

𝑃𝑃𝑉 = 1 − 𝐹𝐷𝑅 
𝑃(𝐷+|𝑇+) 

False discovery rate (FDR) 

𝐹𝐷𝑅 =  
𝐹𝑃

𝐹𝑃 + 𝑇𝑃
 

𝐹𝐷𝑅 = 1 − 𝑃𝑃𝑉 
Negative predicative value (NPV) 

𝑁𝑃𝑉 =  
𝑇𝑁

𝑇𝑁 + 𝐹𝑁
 

𝑃(𝐷−|𝑇−) 
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Conditional probability and Bayes’ formula 

What our hapless colleague discovered from Google is that 99.9% of patients with smallpox have 

spots. This is a conditional probability: the probability of having spots given smallpox. Using the 

language of probability theory, we can write: 

𝑃(spots|smallpox) = 0.999  

This conditional probability tells us how good a test for smallpox, spots are. In fact, it represents the 

sensitivity of facial spottiness for smallpox. This information is not what the patient wanted to know. 

He wanted to know the likelihood that he had smallpox given he had spots. This is a different 

conditional probability: 

𝑃(smallpox|spots)  

For two independent (i.e., unrelated) events – for instance, event A, the probability that the moon 

landing was faked and, event B, the probability that I will eat sushi for lunch – the probability that 

both events occur is simply the product of the two individual probabilities: 

𝑃(𝐴 ∩ 𝐵) = 𝑃(𝐵)  ×  𝑃(𝐴)        Equation 1 

However, for two related events, where the probability of event A occurring depends the probability 

of event B occurring, and vice versa, the probability of both events occurring is given by the rule for 

conditional probabilities: 

𝑃(𝐴 ∩ 𝐵) = 𝑃(𝐵)  ×  𝑃(𝐴|𝐵) = 𝑃(𝐴) × 𝑃(𝐵|𝐴)     Equation 2 

This relationship may not seem to be intuitively true. However, if the two events are independent 

then P(A|B) reduces to P(A) and P(B|A) reduces P(B), and Equations 1 and 2 are identical. Now, 

taking the right-hand relationship in Equation 2 and dividing by P(B), we have: 

𝑃(𝐴|𝐵) =
𝑃(𝐴)×𝑃(𝐵|𝐴)

𝑃(𝐵)
         Equation 3 

This is the famous Bayes’ formula, named after English clergyman Thomas Bayes (1701-1761). We 

can apply this formula to disease testing. 

Let P(T+) be the probability of a positive test result and P(D+) be the probability of having the disease. 

We are interested in P(D+|T+), the probability of having the disease given a positive test. This 

parameter is numerically equivalent to the positive predictive value (PPV) of the test, the proportion 

of positive tests that are true. 

Substituting into Equation 3 we have: 

𝑃(𝐷+|𝑇+) =
𝑃(𝐷+)×𝑃(𝑇+|𝐷+)

𝑃(𝑇+)
        Equation 4 

The terms on the right-hand side of the Equation 4 are: 
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• P(D+) is the probability of having the disease, which is the prevalence of the disease. 

Prevalence is the proportion of the population that have the disease at any given point in 

time.* Conversely, P(D-) is the probability of not having the disease, which is 1- P(D+). 

• P(T+|D+) is the probability of testing positive given the disease. P(T+|D+) is the sensitivity of 

the test or, alternatively, true positive rate for the test. Conversely, the probability of a false 

negative result is 1–P(T+|D+). Thus, the top line of the right-hand side of Equation 4 is 

prevalence × sensitivity. 

• P(T+) is the probability of testing positive for the disease. P(T+) is slightly more complicated 

than the other terms, as there are two ways to test positive: (1) a positive test given the 

disease and (2) a positive given no disease. The components of P(T+) are explained in the 

following two paragraphs. The terminology can be a little confusing… 

The probability of testing positive if you have the disease is P(D+) × P(T+|D+), that is the prevalence × 

the sensitivity. 

The probability of testing positive if you don’t have the disease is P(T+|D−) × P (D−). As outlined 

above, P(D−) is probability of not having the disease, which is 1–P(D+) (or 1–prevalence). P(T+|D−) is 

the probability of testing positive given you don’t have the disease, which is the false positive rate 

for the test. The false positive rate is 1–specificity, where specificity is the true negative rate of the 

test. So, we have: 

𝑃(𝑇+) = 𝑃(𝐷+) × 𝑃(𝑇+|𝐷+) + 𝑃(𝐷−) × 𝑃(𝑇+|𝐷−)    Equation 5 

Equation 5 may be a little easier to comprehend if the more familiar terms prevalence, sensitivity 

and specificity are used instead of probabilities: 

𝑃(𝑇+) = prevalence × sensitivity + (1 − prevalence)×(1 − specificity) Equation 6 

While the above working seems complicated, the end result is an incredibly useful, practical 

application of Bayes’ formula. Substituting in the terms into Equation 4 we have: 

𝑃(𝐷+|𝑇+) =
𝑃(𝐷+)×𝑃(𝑇+|𝐷+)

𝑃(𝐷+)×𝑃(𝑇+|𝐷+)+𝑃(𝐷−)×𝑃(𝑇+|𝐷−)
      Equation 7 

Which is equivalent to: 

𝑃𝑃𝑉 =
prevalence  ×sensitivity

prevalence × sensitivity +(1−prevalence) ×(1− specificity )
     Equation 8 

Thus, by knowing the prevalence of a disease and the sensitivity and specificity of the test, we can 

easily calculate the likelihood that a person who tests positive actually has the disease (i.e., the PPV). 

If the above section is confusing, hopefully things will be clearer with some examples. 

                                                 
* By comparison, incidence is the rate of occurrence of new disease. Wherever possible, I have used 

published figures for prevalence for P(D+); however, where this is not easily available, I have used the 

more readily available, incidence. Incidence is often lower than prevalence. 
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Applying Bayes’ formula to disease testing 

Taking our fictional spotted perfusionist. If we assume that the prevalence of smallpox is very low, 

say 1 in 10 million (i.e., P(D+) = 0.000,0001) (In fact, readers will no doubt be aware that smallpox has 

been eliminated as a clinical disease, only existing in laboratories, so the prevalence is more 

correctly zero; however, hear me out.) We know from Google that facial spottiness (the ‘test’) has a 

sensitivity of 0.999 for smallpox, meaning virtually everyone with smallpox has facial spots. Similarly, 

the negative predictive value (NPV) of non-spottiness for smallpox is very high, meaning if a person 

doesn’t have spots they are very (very) unlikely to have smallpox. Let us also assume that the 

specificity of facial spottiness for smallpox is 0.95; that is, 95% of people who don’t have smallpox 

also don’t have facial spottiness. The figure of 0.95 reasonable, as a small proportion of the 

population at any time will have spots for reasons other than smallpox (e.g., from chicken pox, flea 

bites, or acne). Then, substituting these values into Equation 9 we have: 

𝑃(𝐷+|𝑇+) =
0.0000001×0.999

0.0000001×0.999 +0.9999999 ×0.05
≈ 0.000002  

Thus, the probability that our perfusionist has smallpox is 0.000002 (i.e., 0.0002%), which is close 

enough to zero for the GP to eliminate smallpox from her differential diagnosis. 

The above calculation highlights an important point: when a disease is rare, a positive test result is 

far more likely to be a false positive than to indicate the presence of disease. 

Taking a more realistic scenario. Consider a rare disease with an excellent test. Let the prevalence of 

the disease be 1 in 10,000 (i.e., P(D+) = 0.0001) and let the sensitivity and specificity of the test be 

0.99 and 0.98 respectively. Substituting these figures into Equation 8 gives: 

𝑃(𝐷+|𝑇+) =
0.0001×0.99

0.0001×0.99 +0.9999 ×0.02
=

1

203
≈ 0.005  

Thus, the probability that a person who tests positive has the disease is about 0.5%. So, if the 

disease is rare, a positive test is much more likely to be a false positive than indicate the presence of 

disease, even if the test is very good. Most screening tests used clinically are nowhere near this 

good. 

By contrast, if a disease is very common, a positive result is more likely to represent the presence of 

disease than be a false positive. Consider a disease with a prevalence of 0.1 (i.e., present in 10% of 

the population) and, again, a test with a sensitivity and specificity of 0.99 and 0.98 respectively. 

Then: 

𝑃(𝐷+|𝑇+) =
0.1×0.99

0.1×0.99 +0.9 ×0.02
=

11

13
≈ 0.85  

In this scenario, a positive test indicates an 85% likelihood of having the disease. Thus, the same test 

has a higher PPV, but not overwhelming so. After all, the positive test indicates an 85% likelihood of 

disease, not a 99% likelihood. 
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Next consider the impact of altering the sensitivity and specificity. Using the same prevalence (0.1) 

and specificity (0.98) but now with a sensitivity of 0.5, a positive test has a PPV of 73%. However, if 

specificity is reduced to 0.5 and sensitivity and prevalence remain unchanged at 0.1 and 0.99 

respectively, the PPV is only 18%. In this scenario, the test barely doubles the likelihood of 

identifying the disease compared to random population sampling. Thus, a low specificity has a much 

greater impact than a low sensitivity on PPV of a test. 

A final point is with mentioning. All tests that are used clinically are imperfect. It is very rare for a 

screening test to have a sensitivity and specificity that are both above 0.95. However, a perfect test 

will accurately identify the presence of disease even if that disease is incredibly rare. Taking the 

hypothetical incidence of smallpox of 1 in 10 million, if the sensitivity and specificity are both 1.0, 

then a positive test has a PPV for smallpox of 100%. 

With the foregoing in mind, we will now look at three examples of tests that are used clinically: 

mammography and prostate specific antigen (PSA) used to screen for breast cancer and prostate 

cancer and respectively, and immunoassays for diagnostic testing for heparin-induced 

thrombocytopenia (HIT). 

Mammography for breast cancer screening 

Mammography is a good screening test for breast cancer. The American College of Radiology 

recommends annual mammography screening for breast cancer for all woman of average risk from 

age 40.2 This strategy is estimated to reduce mortality from breast cancer by 39.6% and avert 11.9 

deaths per 1000 women. The number needed to screen to avert a death is 84. These figures are in-

keeping with the reported high sensitivity and specificity of mammography of 87% and 89%, 

respectively.3 (Note that the accuracy of mammography is more complicated than these figures 

indicate, as the technique is less accurate in young woman with dense breasts.) Now, assuming an 

overall prevalence of breast cancer of 0.01 (1%) (not an unreasonable assumption), the probability 

that a randomly selected, asymptomatic woman who has a positive mammogram has breast cancer 

is roughly 0.07 (7%). Thus, even for a relatively good screening test for a relatively common cancer, a 

woman who tests positive is far more likely not to have cancer than to have cancer. 

Ultrasonography is an alternative tool for breast cancer screening. In a randomised trial involving 

over 70,000 woman performed in Japan and published in the Lancet in 2017, mammography plus 

breast ultrasound was compared with mammography alone as a screening tool for breast cancer.4 

The trial demonstrated that with combination screening, sensitivity increased from 77.0% to 91.1% 

compared to mammography alone. However, specificity for combination screening fell from 91.4% 

to 87.7 compared to mammography alone. Is the trade-off between increased sensitivity but lower 

specificity for combination screening worth it? In terms of detecting breast cancer, the answer is 
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definitely yes. Sensitivity is the true positive rate for the test; thus, an increase in sensitivity will 

result in more cancers being detected and fewer cancers being missed (low false negative rate). In 

fact, in the study, combination screening resulted in 67 more cancers being detected compared to 

mammography alone. The cost of reduced specificity is more false positive results, which in turn 

leads to further investigations (e.g., breast biopsy) and anxiety in women who don’t have cancer. 

This is not ideal, but probably better than missing cancers. Again, assuming a prevalence of breast 

cancer in the population of 0.01 (1%), the probability that a positive test indicates cancer is similar, 

being 7% with combination screening compared to 8% with mammography alone. 

Note, this analysis does not consider the financial cost of combination screening, which would be 

substantial. 

Prostate specific antigen testing for prostate cancer 

Compared to mammography screening for breast cancer, the value PSA screening for prostate 

cancer is far less secure. 

On the 26th June, 2019, BBC News online published an article entitled, “Prostate cancer: New urine 

test hope,” which heralded a new urine test for the diagnosis of prostate cancer.5 The author, 

Michelle Roberts, reported that a new urine test would help overcome limitations with PSA testing. 

Roberts wrote, “About 75% or three in every four men who get a positive PSA test result are not 

found to have cancer when they go for follow-up biopsy” and, “PSA misses the cancer in 15% of men 

with prostate cancer”. Restating these sentences, Ms Roberts is describing a false positive rate for 

PSA is 75% (specificity 25%) and a false negative rate of 15% (sensitivity 85%). The source of these 

figures is not given in the article. Interestingly, the American Cancer Society (ACS) reports quite 

discordant figures for PSA screening, with a sensitivity of 32% and a specificity of 85%, at a PSA cut-

off of 3 ng/mL.6 Either way, the PSA clearly has serious limitations as a screening tool for prostate 

cancer. The prevalence of prostate cancer varies dramatically with age. According to a 2014 report 

commissioned by the UK National Collaborating Centre for Cancer, the prevalence of prostate cancer 

is roughly 0.1% in men aged 50-54 years and approximately 20% in men over the age of 85.7  

By Equation 8, a positive PSA test in a randomly selected, asymptomatic 53-year-old man has a PPV 

of only 0.1% (BBC figures) or 0.21% (ACS figures). By contrast, 86-year old man a positive PSA has a 

PPV of 22% (BBC) or 35% (ACS). So, a male in his 50s having his PSA measured as part of a well man 

check-up receives very little useful information from PSA testing. An elevated PSA may be a cause 

for anxiety and may necessitate follow-up transrectal prostate biopsy, which, while reasonably safe, 

is not entirely free from risk. Similarly, a normal PSA is not particularly reassuring given the false 

negative rate of 68%. As a consequence, recommendations for PSA screening for prostate cancer are 

far more circumspect than those for mammography screening for breast cancer:6 
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“The ACS recommends that asymptomatic men who have at least a 10-year life expectancy should 

have an opportunity to make an informed decision with their health care provider about whether to 

be screened for prostate cancer, after receiving information about the uncertainties, risks, and 

potential benefits associated with prostate cancer screening. Prostate cancer screening should not 

occur without an informed decision-making process. Men at average risk should receive this 

information beginning at age 50 years.” 

Antibody testing for heparin-induced thrombocytopenia 

Heparin-induced thrombocytopenia (HIT) is a potentially fatal prothrombotic adverse reaction to 

heparin caused by antibodies to platelet factor 4. While antibody formation is common, particularly 

in cardiac surgical patients, clinical thrombocytopenia and thrombosis are much less common, 

affecting 0.2-3% of cardiac surgical patients.8 The consequences of a diagnosis of HIT are significant: 

heparin must be avoided and non-heparin anticoagulants used instead. A false positive diagnosis, 

therefore, carries significant patient risk. 

There are two broad approaches to laboratory testing, immunoassays that identify antibodies to 

platelet factor 4 and functional assays that measure platelet activation and aggregation. When a 

clinician request a ‘HIT screen’ laboratories initially perform an immunoassay as these are faster to 

perform and cheaper than functional assays. A functional assay may be a ‘send away’ test. 

Standard immunoassays for HIT have a “sensitivity greater than 90% but a specificity as low as 

40%”.9 The high sensitivity (true positive rate) means the false negative rate is low and the negative 

predictive value is high. Thus, a negative test is reassuring. However, the low specificity (true 

negative rate) means the false positive rate is high and the PPV is low. Thus, a positive test does not 

reliably confirm the presence of HIT. Functional assays have both high sensitivity and specificity, but 

as noted above are less freely available. 

If we assume a prevalence of HIT amongst cardiac surgical patients is 0.01 (1%), then, given a 

sensitivity of 0.95 and a specificity of 0.5 for the immunoassays, the PPV of a positive test is only 

1.8%.  

One way to think about Bayes’ formula is as mathematical framework for using information from a 

test to update a prior probability with a posterior probability. In this case, the prior probability 

(P(D+)) is the prevalence of HIT and the posterior probability (P(D+|T+)) is the probability that a 

person who tests positive has HIT. The ‘information’ is the sensitivity and specificity of the test. One 

way to increase the posterior probability is to use a test with a higher sensitivity and specificity, 

which can be done by performing a functional assay. Another, simpler way, is to limit testing to 

those patients with a high prior probability. This is where the 4T score comes in. 
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The 4T score is a clinical pre-test probability for HIT.8 The four Ts relate to (1) the severity of the 

thrombocytopenia), (2)the timing of thrombocytopenia; (3) the presence of new thrombosis, and (4) 

the presence of another identifiable causes of thrombocytopenia. Each parameter is scored 0, 1, or 

2, with a total score of 6-8 indicating a high likelihood of HIT (P(D+) > 0.5). Substituting this revised 

prior probability into Equation 8 gives a posterior probability of 0.65, meaning 65% of people who 

test positive have HIT, which is still not great, but much better than 1.8%. 

A recent consensus statement published by the Thrombosis and Haemostasis Society of Australia 

and New Zealand recommends that a 4T score be obtained in all patients with suspected HIT prior to 

laboratory testing. Furthermore, the authors recommend that a positive immunoassay test should 

be confirmed by a functional assay.8  

Fortunately, most laboratory testing is more reliable than the immunoassay for platelet factor 4 

antibodies! 

Summary 

In this essay, I have tried to develop the ideas of Bayes’ formula from first principles. While the 

nomenclature can be confusing, the consequences for diagnostic testing are incredibly important. 

The three clinical examples have been chosen to highlight some important consequences that arise 

from Bayes’ formula. I have not really attempted to answer the question posed, “Should I get 

tested?” Understanding the implications of a positive test result is only part of the answer to this 

question, albeit an important part. 

In the next essay, I apply the principles of Bayes’ formula to statistical testing of hypotheses, and 

explore the concepts of false and missed discovery in medical research. 
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